20. Linear Regression Part I

Chapter XX

Linear Regression
Part Il

20.1. Linear Independence and Rank
Linear Independence

Vectors vy,...,v, are said to be linearly dependent if there exist scalars c;,...,c,
such that not all ¢/'s are zero, i.e. there is i such that

¢zO;cv. + ...+cv =0
11 nn

Vectors that are not linearly dependent are said to be linearly independent.
In other words, vectors v;,....v,, are linearly independent if the only scalars
Cy,...,Cp SUCh that cv,+ o tev = 0 are c, = =c = 0, i.e.

cy +tev = 0=>Ci = 0 for alli(linear independence).

Two non-zero vectors v,,v, are linear dependent if and only if v;=cv,, i.e. if
one is a scalar multiple of the other.

Examples:
(10.5),(2 1) arelinear dependent.

(01101),(01201),(00100),(12345) arelinearly dependent
because (01101)—-(01201)+(00100)=0

Span and dimension

The collection of non-zero vectors v1,...,vn € R" determines a subspace
of R™. This subspace subspace of R", also known as the span of the
vector v1,...,vn, is the set of all linear combinations ¢1v1+---+cnvn over
different choices of c¢1,...,cn € R. denoted by

m
(vl, oy vn) = {v ER v = c,v, + -+ cnvn}(span of L vn)
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The dimension of this subspace V) v) is the size of the largest

possible, linearly independent sub-collection of the (hon-zero)
vectors v1,...,vn.

Rank

The column space and row space of matrix is the subspace spanned by its
columns and its rows respectively. It is a fact from linear algebra that the
dimension of the column space of a matrix M is equal to the dimension of
its row space (try to show it by row-reduction). This dimension is

the rank of the matrix, and denoted rank(M). Note that rank(M)=rank(M").

Row and Column Rank

Suppose A = (132 6). The rows of the matrix, (1,3) and (2,6), span a
subspace of dimension ?.

This is the row rank of A. The columns of the matrix, (1 2 )and(3 6 ) span a
subspace of dimension ? .

This is the column rank of A.

We will be using these ideas throughout this lecture, where we will work
with larger, possibly rectangular matrices.

The rank of a matrix

In general, row rank is always equal to the column rank, so we simply refer
to this common value as the rank of a matrix. What is the largest possible
rank of a 2x2 matrix?

What is the largest possible rank of a 5x2 matrix?

In general, what is the largest possible rank of an mxn matrix?

a m

b) n

c) min(m,n)

d) max(m,n)

e) None of the above

Examples of rank
What is the rank of:
(1111)
(1 —110)




20. Linear Regression Part |1

(0000)
(111101010)
(1100 —32001)

The rank of a matrix continued

This question is meant to serve as an answer to the following: If you sum
two rank-1 matrices, do you get a rank-2 matrix? What about products?
More generally, what rank is the sum of a rank-,, and a rank-,, matrix?"

LetA=(—11 —33),B=(1 -1 —11)andC =(0001)andD = (1111)
. Observe that all four of these matrices are rank 1.

There are many ways to determine rank. Here is one useful fact that you
could use for this problem:

“Every rank-1 matrix can be written as an outer product. Conversely,
every outer product uv' is a rank-1 matrix."

For example, A = uvT,B = va,C = ww'andD = xxT, where
u=13),v=(-—11),w=01),x=(11)
Which combination of these matrices has rank 2?7 Choose all that apply.

A+A
A+B
A+C
AB
AC
BD

222zl

Which combination of these matrices has rank 1? Choose all that apply.

A+A
A+B
A+C
AB
AC
BD

2220352

Invertibility of a matrix

An nxn matrix A is invertible if and only if A has full rank, i.e. rank(A)=n.
Which of the following matrices are invertible? Choose all that apply.

A=(1326)B=(1221)C=(110011001)D=(2 -1 -1 —-12 =1 =1 — 12
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a A
b) B
c) C
d D

1,1,2,2,¢,1,2,0,2,3,c,abde,bc

20.2. Multivariate Linear Regression

Review of Matrix Notation

Assume that we have collected data from one thousand patients from a
. _ ., @Y.
hospital: (Xl, Yl), . (X1000' YlOOO)' where each Xi = (1 X+ X ) isa

column vector containing four different measurements: X? is age, X? is
height, X® is heart rate, X is blood pressure. We also include a constant
covariate, X©=1 by convention to allow for an intercept B,. On the other
hand, Yirepresents the individual's cholesterol level. In order to understand
how these four measurements, correlate with cholesterol level, we
perform a linear regression (regardless of whether this is truly a linear
relationship). Setting up the equation for linear regression, we get

Y=XB+ ¢

where Y is the column vector of dependent variables,

T T . T
X=(x x : x
172 1000

is the design matrix of covariates and £=(g;,...€1000)" iS the (random) vector
representing the error Y-XB. In the given setup,

What are the dimensions of Y and €? ? rows x ? columns
What are the dimensions of X? ? rows x ? columns

What are the dimensions of ? ? rows x ? columns
The Least-Squares Estimator

When computing the least-squares estimator, we are computing some B
which minimizes the error

min ¥ — XB|*
BeR” 2

where livll, is the Euclidean norm.
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Let n be the number of samples and let each Xi be p-dimensional. (For
example, n might be the number of patients, and p-1is the number of
covariates that we are trying to study - e.g. height, weight, age and blood
pressure as in the previous problem.) Recall that by employing the same
technique of computing the gradient (with respect to the components of B)

and setting it equal to zero, we can show that B must satisfy the score

equation

x'xg =x"y

A -1
We would like to isolate g by multiplying by (XTX) from the left. Which of
the following conditions, each on its own, guarantees that X"X is invertible?

Choose all that apply. Hint: Use the fact from linear algebra that

rank(ATA)=rank(A). What are the dimensions of X"X?

Q

222052

)

at least p distinct rows.

f) There are at least p distinct values amongst the Y.

Uniqueness of the LSE

There are at least as many observations as covariates (i.e. n=p).
There are at least as many covariates as observations (i.e. n<p).
X has rank n, where nis the number of samples.

X has rank p, where p is the number of covariates.
There are at least p distinct samples amongst the X's, so that X has

An nxn matrix M has “full rank" i.e. rank(M)=n if and only if its determinant is

non-zero.

Each choice below specifies a collection of x'sin R2and y's in R, where

each x can be writtenas x = (x

€Y

x(z)). Which one admits

a unique least-squares estimator BA = (SAO, [BAl, BAZ) for the linear model

® @
y =B, +Bx ?

a) (x(l), xi )

+ Bzx

) (0,1, 10), (x

= (0,1,10), (x
(x
G

= (0,1,10), (x

0,1,9), ( @
0,3,9)
0,1,9), ( NOMN

0,3,9), (), x

(2)
3

(2)
%3
(2)
3

v, = 0.1, 3)

) (007)((1)

3) = (0,— 1,14)

(2)
4

)
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Uniqueness of the LSE, continued

Let p=5, n=1000. Assume that the design matrix X has rank 3. Which of the

following choices correctly characterizes the space of all estimators B that
satisfy the score equation, X™Xp=XTY?

a) A unique least-squares estimator B .
b) A finite (larger than one) collection of estimators 3.
c) Aninfinite collection of estimators .

1000,1,1000,5,5,1,d,c,c

20.3. Geometric Interpretation of Linear
Regression

Let rank(X)=p, so that X"X is invertible and the LSE [A% uniquely exists. The
statistical interpretation here is that the product XB provides the
“best" prediction Y, in the sense that it minimizes the squared error IY-YII2,
It also comes with a natural geometric interpretation, which we will now
demonstrate.
Recall that the formula for the LSE is [Aiz(XTX)‘1 X"Y. Plugging this in gives
A A -1

Y =xg =x(xX'x) X'y

Thus, the prediction 1? is some linear transformation of the observed

-1 -1
values Y via some matrix X(XTX) X', LetP = X(XTX) x". Which of the
following statements about P, X, Y and Y are true?

a) Yisalinear combination of the columns of X.
b) 1; is a linear combination of the columns of X.
c) P?%=P.

d PY=Y.

bcd

20.4. Linear Regression with Deterministic Design

Deterministic Design

In the setting of deterministic design for linear regression, we assume
that the design matrix X is deterministic instead of random. The model still
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prescribes Y=XB+¢, where g=(¢1,...,en) is a random vector that represents
noise. Take note that the only random object on the right hand side is ¢, and
that Yis still random.

For the rest of this section, we will always assume (X"X)™ exists;
i.e. rank(X)=p.
Recall that the Least-Squares Estimator [AB has the formula
A T Tlor
B =X XY
If we assume that the vector gis a random variable with mean E[£]=0, then

in the deterministic design setting: “The LSE B is a random variable, with
mean..." (choose all that apply)

a O

b) (XTX)_1XTE[Y]
o) X'XB

d) B

e) €

Uniform Noise

Assume that n=p, so that the number of samples matches the number of
covariates, and that X has rank n. Recall that the Least-Squares Estimator

has the formula B =(X"™X)IXTY. If we assume that the vector e=(el,...,en) is
uniformly distributed in the n-dimensional box [-1,+1]", then: “The model is
homoscedastic;i.e.€l,...enarei.i.d."

a) True
b) False

“In the deterministic design setting, Y is also deterministic.”

a) True
b) False

“In the deterministic design setting, the LSE [AS is a uniformly distributed
random variable."

a) True
b) False

b d, true, false, true
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20.5. Deterministic Design with Gaussian Noise

Review of Multi-Dimensional Gaussians

The n-dimensional Gaussian N,(u,Z) with mean y and covariance
matrix ~ has density

expexp (—(x—1)'E (x—p)

\/(2m) detdet £

fl)=

for all xeR,, .

Let X~Nn(0,2), so thatitis centered at the origin. If we have Y=MX for some
matrix M, it turns out that Y is also an n-dimensional

Gaussian, Nn(0,2Y). Which of the following provides a correct formula for
the Covariance 2Y of Y?

) MsM ™

) M 'sM
c) MM’
d) M'zMm

o
<

(=)

20.6. Distribution of the Least Square Estimator

Recall that the Least-Squares Estimator [AS has the formula [3 =(X™X)IXTY. If
we assume that the vector € is an n-dimensional Gaussian with mean O and
covariance o?

a) Infor some known 62>0, then: “The model is homoscedastic ; i.e.
el,...enareiid."

b) “Inthe deterministic design setting, the LSE [AS is a Gaussian random
variable."

c) “If Xisarandom variable, then the LSE [3 is still a Gaussian random
variable."

True, True, False

20.7. Example: Assessing the performance of
planes

Setup:
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An aerospace manufacturing company would like to assess the
performance of its existing planes for its latest design. Based on a sample
size of n=1000 flights, each with an identically designed plane, it collects
data of the form (x,,y1),...,(X:000,Y1000), Where x represents the distance
traveled and y represents liters of fuel consumed.

You, as a statistician hired by the company, decide to perform linear
regression on the model y=a+bx to predict the efficiency of the design. In
the context of linear regression, recall that the mathematical model calls
for:

1000 1000

Y=(y1 : leOO)ER , EER ,x=(1x1 P 1x1000)€R

1000X2,B _ (Cl b ) € R2

Assume that s~N(O, 021 ) for some fixed 02, sothatY ~ N(XB, 0211000)

1000

Prediction using Regression

Using the setup as above, you compute the LSE, which comes out to
B =(a b ) = (0.8liters 15. 0liters/km)

Just from B what is a reasonable prediction for the total amount of fuel a
plane (in liters) consumes after 200 kilometers?

The Maximum Likelihood Estimator

Using the same setup as the previous problem:

B =(a' b ) = (0.8liters 15. 0liters/km)

Using n=1000 samples, by thinking of Y as the vector of observations, we
might also consider the Maximum Likelihood Estimator 8., As a

reminder, B,,.- maximizes, over all choices of B, the likelihood (or the
log-likelihood) of ¥ ~ N(XB,o"1 ).

Numerically : Bur = (aMLE bMLE)

aMLE="
bMLE=?

3000.8,0.8,15




20. Linear Regression Part |1

20.8. Quadratic Risk and Variance
The Quadratic Risk

We would like to analyze the typical errorin é compared to the true
parameter, B, which we may define as EJ|| BA — [3||§]. On the other hand, we

might also consider the typical error between the predictions X[AB and the
observations Y, which we may define as E[|Y — XBA|§]. These are
respectively called the quadratic risk of [AB and the prediction error. (The

prediction error will be discussed in the next video.) What happens to
these errors as o2 increases?

a) Theerrorin pincreases, but the prediction error decreases.

)
b) Theerrorin [3 decreases, but the prediction error increases.
c) Botherrors decrease.

d) Both errorsincrease.

20.9. Prediction Error

Estimating the variance

Use same setup as in the previous problems.

Recall the formula for the mean prediction error E|Y — XBA|§ interms

of n, pand o2 (given in the solution of the previous problem). This suggests
a formula for an unbiased estimator of 0%

A2
o =

1 2
|y —xB' I,

A 2
Assume that based on your findings, the residual sum || Y — X3 ||2

evaluates to 104.9. Compute cAZ, to the nearest thousandths (107°) digit.

0.10511

20.10. Significance Tests
Setup:
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A geneticist at the Broad Institute wishes to study the relationship
between a collection of five genes and obesity. In particular, he suspects
that the number of mutations in these five genes X=(X1,...,X5) is correlated
to the blood sugar level Y, when all other factors such as diet are kept
identical.

A dataset consisting of measurements obtained from n=125 patients is
obtained from a nearby hospital. As statisticians, we attempt to perform
linear regression with the assumption that the relationship of Y given Xis
linear.

All problems on this page refers to this setup.

Building a hypothesis test

Let's say we suspect that the number of mutations in gene 1 has some
(non-zero) correlation with blood sugar level. To test this, we beign by
defining the null hypothesis H0:81=0, and the alternative

hypothesis H1:8120.

Using the setup given above, what is an appropriate choice for the unit

5 . . T
column vectoru € R"? That is, what u givesu = B,?

(For convenience, enter your answers to all answer boxes in this problem as
a row vector to represent u’. For instance, if your answerisu = (1 2), type
“I1,2]". Do not round; enter exact fractional values if applicable.)

Alternatively, we could also test whether gene 2 has a more positive
correlation than gene 3. In this scenario, we setup the null
hypothesis H0:32<33 and H1:82>33. Alternatively, we could write this
as Ho:32-3<0 and H1:82-33>0.

What choice of unit vector u satisfies u’8<0<=p2-£3<0 u"B<0<=p2-p3<07?

Statistics for the LSE
Again, use the setup as in the previous problem.

We assume that the model is homoscedastic; i.e.
s~N(O, 021125), sothatY = XB* + &

. . . A * T Tl or A
In the linear regression model, we derived3 =8 + (X' X) X esof is

I\Z A
a pp-dimensional Gaussian. We saw previously thate = ﬁw — XB |§ is

an unbiased estimator of o2
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Let u be a unit vector in R%. What distribution does the quantity

a) N(O,1), the standard normal distribution.
b) 15,0, a t-distribution with n-p=120 degrees of freedom.
C) X2, a chi-squared distribution with 120 degrees of freedom.

Designing the test

Let us work with the first scenario from the previous problem. We have the
two-tailed hypotheses test H0:81=0, H1:81%0. Consider the test statistic

uTBA
s, or 1
cVu (XX) u

where u is the appropriate unit vector (a vector of length 11) such
that u”B=p1.

T:=

Keep in mind the following intuition: we ought to reject Ho if BAl is far away
from zero, the presumed value of 1 under the null hypothesis. How far is
“far"? We studied this previously in the Hypothesis Testing unit, and we
now apply that knowledge to this setting.

We design the two-sided test with level a
Y= 1(TI2q,,,)

where q, is the (1-a) quantile of the distribution of T, which has a certain
distribution under Ho (refer to the solution to the previous problem, which
asks for the distribution of a certain random variable S). If we decide to test
at the level a=0.001, what is the numerical value of q.,? Round to the
nearest 1073,

[0,1,0,0,0,0],[0,0,1,-1,0,0], b, 3.3745

Problems
1. Hypothesis Testing

Suppose we have nn observations (Xi,Yi), where YieR is the dependent
variable, XieRp is the column px1 vector of deterministic explanatory
variables, and the relation between Yiand Xi is given by

Y =Xp+ei=1.,n
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where €iare i.i.d. N(0,0%). As usual, let X denote the nxp matrix whose rows
are X7i.

Unless otherwise stated, assume X"X=1l and that 1, 0> are known constants.

Recall that under reasonable assumptions (which is certainly satisfied in
linear regression with Gaussian noise), the Fisher Information of a
parameter 6 given a family of distributions P6 can be computed via the
following formula:

[(6)=— Y E|H_Inilnf(Y;0
i—1 [ 0 ( i ) ]
where Ho denotes the Hessian differentiation operator with respect to 6.
(Recall the definition in earlier chapters).
In terms of X, g%, compute the Fisher /(8) information of S.

1(B)="7

Plugging in X™X=1l, then the Fisher Information simplifies to a scalar
multiple of |, so that it is a matrix of the form Al. Find the multiplicative
constant A, in terms of Tand o.

A=7?

Instructions: Fill in the blank in terms of 0 and 1. Based on the calculation of
the Fisher Information (or by other means), we can conclude that the

Maximum Likelihood Estimator [A3 has entries BAl, BAp p that are
independent Gaussians, with variance: Var(f%i)= ?

Suppose we wish to test the hypotheses
Ho: B1 = Bz’ H1: Bl * B2

Based on the observation made above, a suitable test statistic is
B,—B
T — 1 2

CoAb e

Find the denominator \/Var(BA1 — BAZ) (including the square root) in terms

ofcandr.

What is the appropriate test at significance level a=0.017 (Let q, denote
the standard normal a-quantile for each respective choice below.)

a) w=l(T,>qom)
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b) w=1(T,>do00s)
c) w=1(|T,[>do0)
d) l-lJ:]-(|Tn|>qO.005)

Suppose we instead wish to test the hypotheses Ho:(81,52,83) = (0,0,0),
H1:(81,62,83)#(0,0,0).

Let y be some appropriate value corresponding to the significance level, to
be determined later. Choose all @ that correctly represents the Bonferroni
Test of HO against H1.

IB'+B 1+,
max(1B",1IB,LIB )

b) ¢ = 1f N >q)
O =N 1>

d w=1(8,-8,-8,>q)
o) ¥ = 1{(B" o'/t > g )and(IB", o /x| > q yand(IB" o' /xl > )}
f) W= 18", /No" /1l > q)or(B Vo /x| > q or(IB" o' /xl > q))

In the Bonferroni test of significance level a=0.01 for testing this
particular Ho against H1, what is the numerical value of y? Input a fraction
or round to the nearest 107%, if necessary.

Instructions: For an arbitrary significance level ag(0,1), compute an order
(1-a) confidence interval for ;=0 by filling in the blanks. (In other words,
find a confidence interval with confidence level 1-a.) Unless otherwise
specified, express your answers in terms of o2, 1, a and the quantile q. (Type
g(a) to denote qa, the 1-a-th quantile of the standard Gaussian.) The

random variable BAl - B, is a Gaussian RV, with a variance that we
computed earlier. Find the value of C such that
P(—C<B - B,<O=1-a

C=7

This gives us the confidence interval I = [BA1 - C, BAl + C]. Revisit part (b).
If XTX were not diagonal, then in terms of o and X, what is the covariance
matrix of BA ?

The variance of BAl can be expressed in terms of a particular (i,j) entry of
this matrix (the answer to the previous part), where the row-column
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ordered pair (i,j) is:i=,? j=7 Let §° = Var(BAl) be this matrix entry. The new
value of C becomes (in terms of , and q): New value of C:?

2. Polynomial Regression

Suppose that we observe ten points (X1, Y1),...,(X10,Y10)
where X1=1,X2=2,...,X10=10. We believe that the data is governed by a
polynomial relationship:

2
Yl, = BO + Ble, + BZXi + €
.. 2 2
Where € arei.i. d. N(0,0‘ ), ando = 0.1

Treat the expression for Yion the right hand side as a linear function
of 1, Xiand X2j, plus the noise variable €.

What is the design matrix X? Recall that the desired setup for linear
regression in this course is Y=XB+¢, where both 8 and € are column vectors,
so carefully consider what the size of the matrix X is.

Calculate the matrix X™X. Since the values of each Xi happen to be integers,
your answer should also have integer entries.

(111124139141615251636174918641981110100),
[10 55 385 55 385 3025 385 3025 25333, 7

3. Bayesian Estimation and Linear Regression

We will now explore what linear regression looks like from a particular
Bayesian Framework. The answers that you find here may be surprising to
you, hopefully in a pleasant way.

Suppose that:
Y1,...,Yn are independent given the pair (30,81)

Yi=B0+B1 Xi+ei where each e€iei are i.i.d. N(0,1/T)N(0,1/1) (which has
variance 1/1)

the XieR are deterministic.
We will think of Bo, B1 and T as being random variables.

Suppose that we place an improper prior on (80,81,7):
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1T(Bo’ 61’ T) - %

Since this expression on the right hand side does not depend on the Bf's,
we may take the conditional distribution 7(80,681|r) to be the “uniform"
improper prior: m(30,81|7)=1.

Answer the following problems given these assumptions. As a reminder,
we let X be the design matrix, where the ith row is the row vector (1,Xi), and
let Y be the column vector (Y1 : Yn)

(a) The Bayesian setup: The posterior distribution
Observe that if 80, 1 and rare given, then each Yiis a gaussian:

Y I(B, B, D~N(B, + B X, 1/0).

Therefore, the likelihood function of the vector (Y1,...,Yn) given (80,81,7) is of

the form
1 T
(\/ﬁ) exp exp (— -
It turns out that the distribution of (80,81) given rand Y1,...,Ynis a

2-dimensional Gaussian. In terms of X, Y and 1, what is its mean and
covariance matrix?

™M =

(yi — By~ lei)z

i=1

Hint: look ahead and see what part (b) is asking. What answer do you hope
would come out, at least for one of these two things?

A

What is the Bayes estimator (8, Bl)Bayes

for (B0,81)?

Hint: Use your answer from part (a). However, as hinted: the answer here is
guessable, even if you didn't solve the previous part.

(Answerinterms of X,Yandr.)

Given our improper prior, we ought to take the posterior distribution
of 7/(B0,B1) to also be m(r|80,81)=1r1, for each realization of 1.

What type of distribution is the posterior distribution of 7 given
the triple (80,81,Y)?

a) Gaussian
b) Chi-Squared
c) Gamma
d) Uniform
e) Exponential
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f) Other (not listed above)

?,?7,?7, Gamma

4. Heteroscedastic Regression
For the next three problems, consider the following setting.

We measure characteristics of nn individuals, sampled randomly from a
population. Let (Xi,yi) be the observed data of the ith individual,

where yieR is the dependent variable and XieRp is the vector

of p deterministic explanatory variables. Our goal is to estimate the
coefficients of B=(31,...,8p)" in the linear regression:

Y, =XiTB + ei,l =1..,n

We will consider the case where the model is
potentially heteroscedastic (i.e. the error terms €i are not i.i.d.).

More specifically, assume that the vector e=(¢1,...,en)" is a n-dimensional
Gaussian with mean 0 and known nonsingular covariance matrix . Denote

by X the matrix in R™ whose rows are xi, Xz and by Y the vector with

coordinates y1,...,yn.

Instead of the usual Least Squares Estimator, instead consider the
estimator 3 that minimizes, over all BERp,

(Y — XB)'s (¥ — Xp)
(a) A Generalized Estimator

Let |, be the nxnidentity matrix. If X = ozln (i.e. homoscedastic €) for some

02>0, then which one of the following statement about é must be true?
Make no assumptions about the rank of X.

a) B has positive entries.

b) Bisthe least squares estimator.

c) Bisthe unique minimizer of the specified loss.
)

d) The components of B are independent.
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(b) The Maximum Likelihood Estimator

Let Z be an arbitrary nxn matrix. The maximum likelihood estimator By, g is
the value of B maximizes the log-likelihood function £(B)=InL(X.Y;B). Write
down the function £, interms of X, Y, B, Z, and n.

Assume that the rank of X is p. (As a consequence, for any
nonsingular nxn matrix Q, the pxp matrix product X'QT is also nonsingular.)

Which of the following is a correct formula for f% interms of X, Y and 27

a) (XTz‘lx)_lez‘ly
b) (XTX)_lXTY

c) (XTz_lx)_lyTz_lx
d) x'y

Using the result from the above, which of the following correctly
characterizes the distribution of g?

a) N(0,%)

b) N(O, (XTZ_lX)_l)

O NOE'X) )
-1

d NGB &'Z X )
&) NB X))

b,— 5+ In((2m) — 5 - In(det()) — 5 - trans((Y) — X)L ((Y) - X-B),a,d




20. Linear Regression Part I




